FORM:

Or Just a Little Reduction Might
be Good for Your Soul

Craig Martell
cmartell@nps.edu



Outline of Presentation

¥ Moly GrailOResearch Goals
¥ Why Annotate at the Kinetic Level?
¥ Overview of FORM
¥ Sample Annotation
¥ Inter-Annotator Agreement Studies
¥ Adding Phase Information

D IAA Results for Phase

¥ Experiments: Predicting Phase from FORM
using Hidden Markov Models

¥ Contributions and Future Work

2 August 2007 VAIL 2007



The Ultimate Goal
A

Sentences
I Context
I Intonation >
( k I Facial Expression . I k
I Gesture
>
I EtcC.
>
C. is A® content, represented as some set of propositions, and ! , is

B® estimate of that content.
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Why Annotate at the Kinetic Level?
A Little Reduction Can Be Good For
the Soul.

¥ What is the Kinetic level? Analogous to phonetic
b Higher than physics, lower than phonology

¥ Chemistry allows us to answer questions that neither
physics nor biology can:

b How does the Krebs cycle work?
b What proteins can bond to a cell?

b But totally physics-based description would not be
iInformative here.

¥ Getting lower allowed FACS to discover what makes
a deceptive smile deceptive.
b Without it, they are all smiles.
b FACS codes muscle movement.

b Knowing the molecular makeup of the muscles would be too
much information to be of help.
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A Gesture Coding Hierarchy?

b BEAT-level is too coarse and vague.
BWhen is it iconic, when metaphoric? Why?
b A PSR-theoretic description gives
no way to distinguish two strokes, for example.
ESegmentation is known to be difficult
EFuzzy boundries
b FORM allows us to model the physical
movement in a cognitively-understandable
way.
b Motion capture, like physics, is too much
Information for humans to understand.
DIt captures too muchmovement
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Annotation Graphs

Dialogue Act: Statement
/Oh”\‘ /_% Mary

T1 12 T3 T4 15
NP
NP Multi-arc FORM description

VP
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Tag Set

¥ Right/Left Arm
P Upper Arm

¥ Location
b Upper Arm Lift
P Relative Elbow Position
b Biceps:
E Inward/Outward
E Upward/Downward
E Forward/Backward
P Obscured?

¥ Movement
P Continued on next slide
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Tag Set (Cont.)

¥ Upper Arm Movement
b Linear Movement (X plane)
b Linear Movement (Y plane)
b Linear Movement (Z plane)
D Upper Arm Rotation
b Arc-like Movement?
b Circular Movement
b Effort
b Strokes
b Obscured

P Forearm

¥ Location - Elbow Flexion, Forearm Orientation, etc

¥ Movement - Elbow Flexion Change, Forearm Rotation,

etc.
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Tag Set (Cont.)

P Hand/Wrist

¥ Shape - from a catalog
b Tension
b Wrist Bend
b Part of body touched

¥ Movement
B Wrist Up-down
b Wrist Side-to-side
b Finger Coordination
b Effort, Stroke, Obscured

¥ Torso - Orientation and Movement
¥ Head - Orientation and Movement
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Tag Set (Cont.)

¥ Above is nicely descriptive, but

b It collapses too many states into one
¥ Ambiguity in biceps position
b It is very time consuming
¥ So, for the experiments below, we added:

P Wrist position in a 5 x 5 x 5 coordinate system,
with the solar plexus being (3,3,3).

¥ Add Upper Arm Lift, and we can capture the position
of the whole arm position with just these four
parameters.

¥ NB: we still don®have all the information, e.g.,
forearm orientation, hand shape, and wrist bend
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Go to Demo of Annotation
Process
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Inner-Annotator Agreement

¥ Bag-of-Arcs

DA FORM annotation Is a collection of arcs
making up an Annotation Graph

P An arc consists of a starting time, an

ending time, an attribute, and a value.

¥ <1:13.24, 1:13.34, Upper Arm Lift, 45-90>
¥ <1:13.34, 1:13.61, Elbow Flexion, 0-45>
¥ Etc
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Inter-Annotator Agreement

Data is @round truth,0so you have to validate it.

The arcs for each annotator are put in a combined bag. (Bag vs
set?)

Time tolerance is set for either +/- 0 sec., +/- .25 sec., or +/- .5
sec.

If two arcs are the same for attribute and value, and are within
the time tolerance, they match

Agreement = (2 * Number of matches) / Total number of arcs for
both

We test agreement for both:
b Exact match on Value
b Value off by no less than one category

¥ The test video had four gesture excursions.

K K K K KK
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Inter-Annotator Agreement

Precision Exact < 1 off
+/- Of 44.78 46.77 Excursion 1
+/- 7f 64.68 68.66
+/- 15f 74.63 80.6
Inter-annotator

Precision Exact < 1 off

+/- Of 1.47 2.94

+/- 7f 82.35 03.13

+/- 15f 82.35 03.13
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Inter-Annotator Agreement

Precision Exact < 1 off
+/- Of 29.05 33.94 Excursion 2
+/- 7f 61.47 70.64
+/- 15f 70.03 80.43
Inter-annotator

Precision Exact < 1 off

+/- Of 13,99 18.03

+/- 7f 53.29 65.4

+/- 15f 63.52 79.4
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Inter-Annotator Agreement

Precision Exact < 1 off
+/- Of 41.42 47.34 Excursion 3
+/- 7f 47.34 56.81
+/- 15f 63.91 79.19
Inter-annotator

Precision Exact < 1 off

+/- Of 25.47 33.02

+/- 7f 39.62 50.94

+/- 15f 57.55 74.53
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Inter-Annotator Agreement

Precision Exact < 1 off

+/- Of 40.65 43.23 Excursion 4
+/- 7f 59.35 64.51
+/- 15f 64.52 71.62

Inter-annotator

Precision Exact < 1 off

+/- Of 13.02 15.98

+/- 7f 57.4 70.42

+/- 15f 62,72 78.1
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Inter-Annotator Agreement

b Although the numbers are not >90%, this is
not a show-stopper for FORM:

¥ On the psychologically clearest aspects,
agreement is very highN e.g., Start/End of
Excursion.

¥ Confusion Matrices indicate that there is more
disagreement on parameters that are inherently
hard for humans.
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Start/End of Excursion

S Annotator A Annotator B '(Asn:r(r)lteaz)sr E)
Excursion 1 12.61252 12.67925 12.67925
Excursion 2 41.40776 41.40776 41.40776
Excursion 3 61.36090 61.36090 61.36090
Excursion 4 64.93111 65.49834 64.96448
End

Excursion 1 14.91480 15.08164 15.08164
Excursion 2 47.74739 47.74739 47.7439
Excursion 3 63.12932 62.66219 62.66219
Excursion 4 69.80261 69.80261 69.80261
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Confusion Matrices

Ui | NOUN | aogrees | s | 4590 | Mg | soass | AR
No Lift 1 1 1 0 1 0 0
s |07 | 4 | 41|00
Approx 45 0 3 6 4 0 0 0
45-90 0 2 4 6 3 0 0
Approx 90 0 1 0 0 6 1 0
90-135 | () 1 0 0 2 3 0
Approx 135 | () 0 0 0 0 0 0
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Confusion Matrices

Uiy | NOUT | gegrees | s | o0 | ARG | soass | AR
NoLift (0 2 1 0 0 0 0
degees | L | B 1 0 2 0 0
Approx 45 0 ) / 5 0 0 0
45-90 0 2 4 14 0 0 0
Approx 90 0 0 0 1 2 0 0
9-135 | () 0 0 1 5 2 0
Approx 135 | () 0 0 0 0 2 0
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Confusion Matrices

postion (nen | e Front Ozrtsvr::d Outward Behind
Inward 0 1 0 0 0
Front 0 6 1 0 0
oo 10 | 4 10 0 0
Outward 0] 0] 1 4 0
Behind 0 0 0 0 5
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Confusion Matrices

' Front/ .
Relgt'lve Elbow Inward Front Outward Behind
Position (intra) Outward

mad |0 |1 0 0 0
o | 0 |7 3 1 0
omas | O | 5 11 0 1
owas | 0 | 1 1 2 2
sens | 0 | O 0 0 5
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FORM vs Others

¥ The confusion matrices for FORM are
relatively very clean when compared to
other high-dimensional communicative
phenomena

¥ Examples:
P Phonemic info
P Emotional-Intent Classification
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But, is (Gesture OLevel Better?

¥ Recent Study by Eisenstein and Davis (MIT CSAIL)
P Presented at ICMI ©4
b Grouped gestures into:
¥ Deictic
¥ Action (used in lieu of Iconic)
¥ Other (to capture Beats and misc.)
¥ Unknown

b Metaphoric was left out as no instances occurred in their
corpus

b The annotators were given a BEEP to indicate the stroke to
classify:

¥ They didn®have to guess what was meant by a gesture
b Important to note that their annotators were amateurs
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Is Higher-Level Better?

Deictic Action Other Unknown
Deictic 270 | .069 .060 017
Action 069 | .249 .032 .009
Other 060 | .032 079 015
Unknown 017 | .014 015 .004
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Experiments

¥ So, we can reliably create the data, but what use Is
it?

¥ To assess how close FORM is to capturing the
physical movements of gesture, we used FORM to
predict the next-highest accepted level: PSR.

¥ Assumption: PSR Theory is correct, in that it Is a
cognitively-real, semantically-salient phenomenon
that has physical correlates

¥ We augmented the FORM corpus with PSR
annotation and tested for inter-annotator agreement

¥ First set of experiments used the published FORM
corpus: 22 minutes of Brian MacWhinney Lecturing
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Phase Inter-Annotator
Agreement: PSR

P S R
P 701 90 36
S 5/ 739 0
R 0 0 288

Agreement: 90.42%
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Phase Inter-Annotator Agreement

¥ Hold and Unsure caused the most
troubles:

b Incidental movement during holds

b Focusing on micro-, rather than macro-
view, can cause confusion here.

P New annotation practices now reflect this
¥ For the experiments we just used PSR
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HMM Experiments: More Detall

¥ Annotators gave us zero-crossings in first and
second derivative

¥ We generated a curve using various the
various interpolation methods described
below

¥ Then we segmented the curve (as described
above) into PSR phases

¥ We then divided them into three bins:
b Preparation
b Stroke
P Retraction
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HMM Experiments: Leave-one-

out

¥ For each member, x, of the combined bins,
we removed X from the set and trained three
HMMs (M, ), one for each
bin, using aﬁfm mb ers ofra}femorlglnal bins
except for x.

b All of these were 8-state, linear HMMs with the
ability to skip one state ahead

P Model typography didn®seem to matter

¥ We then calculated the log-prob (x|M,) for
each M.

¥ We Iabeled x after the model which generated
the highest log-prob.
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Example

"stroke_R17-3-8vqg.rec"
stroke -55.757229
prep -63.311935

retraction -108.411774
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HMM Experiment: Baseline

Example
Call-all-x | Precision | Recall F-Score
Preparation 27 1 43
Stroke 54 1 .70
Retraction 19 1 .32

NB: This Is a very conservative baseline. No
one call-all-x could do this well
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Balanced Experiment: Brian

Prep

Precision Recall F-Score +/- Baseline
Call-all-Prep 0.27 1.00 0.43
Fixed-Grid 0.45 0.63 0.53 +23%
L500 0.50 0.64 0.56 +30%
L1000 0.46 0.67 0.55 +28%
S$500 0.45 0.62 0.52 +21%
$1000 0.50 0.68 0.58 +35%
SnoVQ 0.47 0.69 0.56 +30%

Stroke

Precision Recall F-Score +/- Baseline
Call-all-Stroke 0.54 1.00 0.70
Fixed-Grid 0.78 0.60 0.68 -2.9%
L500 0.79 0.61 0.69 -1.4%
L1000 0.78 0.59 0.67 -4.3%
S$500 0.78 0.58 0.67 -4.3%
$1000 0.80 0.61 0.69 -1.4%
SnoVQ 0.79 0.59 0.68 -2.9%

Retraction

Precision Recall F-Score +/- Baseline
Call-all-Retraction 0.19 1.00 0.32
Fixed-Grid 0.76 0.83 0.79 +147%
L500 0.67 0.81 0.73 +128%
L1000 0.77 0.79 0.78 +144%
S$500 0.70 0.80 0.75 +134%
$1000 0.72 0.82 0.77 +140%
SnoVQ 0.77 0.81 0.79 +147%
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MoCap FORM Experiments:
3 Minutes of Craig

Prep

Precision Recall F-Score +/- Baseline
Call-all-Prep 0.35 1.00 0.52
S1000-Craig 0.65 0.50 0.57 +5.8%
Sno-VQ-Craig 0.67 0.50 0.57 +5.8%
mocap1000 0.56 0.45 0.50 -3.8%
mocapNoVQ 0.61 0.49 0.54 +3.8%
simulatedFORM 0.37 0.91 0.53 +1.9%

Stroke

Precision Recall F-Score +/- Baseline
Call-all-Stroke 0.45 1.00 0.62
S1000-Craig 0.72 0.69 0.70 +13%
Sno-VQ-Craig 0.72 0.73 0.72 +16%
mocap1000 0.64 0.53 0.58 -6.5%
mocapNoVQ 0.69 0.60 0.64 +3.22%
simulatedFORM 0.25 0.01 0.02 -9.7%

Retraction

Precision Recall F-Score +/- Baseline
Call-all-Retraction 0.20 1.00 0.33
S1000-Craig 0.58 0.86 0.69 +109%
Sno-VQ-Craig 0.61 0.86 0.71 +115%
mocap1000 0.46 0.78 0.58 +76%
mocapNoVQ 0.46 0.76 0.57 +73%
simulatedFORM 0.41 0.22 0.29 -12%
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¥

HMM Experiment:
FORM usually does b(e'k\ferOathghch&ISQtQm our conservative

baseline, Call-all-x

Cubic splines work the best, but the fixed-grid given by FORM was not
significantly worse

Depending on the person/context it is sometimes better to vector
guantize:

b Brian had more gestures far away from (0,0,0) than did Paul and Craig.
This created more sparse data.

Strokes are harder to predict than are preparations and retractions

b Counter intuitive as the theory says they are the most distinct part of the
movement

Why does FORM do better than MoCap?
b FORM does away with incidental movement
b FORM collapse many paths into one, reducing sparse data
b Need to experiment further with MoCap

Interesting that note Paul and Craig were only trained on 3 minutes vs
22 for Brian, but results were similar

2 August 2007 VAIL 2007 36



Future Work

We have laid the groundwork for a more mature gesture
annotation field, but much more needs to be done.

¥ FORM is remarkably time consuming, and we need data,
data, and more data if we are to contribute to an empirical
science of gesture. For now we have motion capture, but
to be true to FORMG@ goals, we need to find subsets of
FORM, appropriate to particular tasks, that will allow us to
gather data more quickly.

¥ In support of this, further work is needed to understand
which aspects of gesture are most predictive

¥ We only used HMMs for the experiments. Other models
need to be tried and possible combinations explored.
Gesture is highly multi-dimensional and different
dimension may require different techniques: hand shape

vsS. motion for example.
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Future Work (Cont.)

¥ Augment the corpus with other aspects of
communication, starting with part-of-speech tagged
transcriptions. This will allow us to start looking at
the correlations between gesture and speech. A

necessary stop on the road to understanding what
gesture means
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