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Abstract—We present a novel technique for estimating the
round trip time network latency between two off-path end hosts.
That is, given two arbitrary machines, A and B, on the Internet,
our technique measures the round trip time from A to B. We
take advantage of information side-channels that are present in
the TCP/IP network stack of modern Linux kernels to infer
information about off-path routes. Compared to previous tools,
ours does not require additional resources, machines, or require
additional protocols beyond TCP. The only requirements are that
one end host have an open port and be running a modern Linux
kernel and that the other end host responds to unsolicited SYN-
ACK packets with a RST packet.

We evaluate our technique “in the wild” and compare our
off-path estimates to on-path measurements. Our experiments
show that our technique provides accurate, real-time estimates
of off-path network latency. In over 80% of measurements our
technique provides off-path round trip time measurements within
20% of the actual round trip time. We also discuss possible causes
of errors that impact the accuracy of our measurements.

I. INTRODUCTION

Round trip time measurements represent a fundamental net-
work metric that can be used in a wide range of applications,
including: determining the fastest route, closest server, and
some forms of IP geolocation. While direct measurement of
round trip time is a simple task it can only provide information
about round trip times to a single end host. This places
limitations on the extent to which large scale measurements
can be performed, as it requires access to a large number
of well distributed end hosts to provide sufficient network
coverage.

In delay based IP geolocation techniques, such as those
described by Gueye et al. [1] and GeoPing [2] , the round
trip time is often used as a proxy for geographic distance. By
measuring the round trip time between the target machine and
a series of “landmark” machines whose geographic positions
are known, it is possible to provide an estimate of the target
machine’s geographic location. Usually these systems require
access to the “landmark” servers to perform round trip time
measurements, which limits their ability to choose a sufficient
number of appropriate “landmarks” to allow for accurate
geolocation for all possible end hosts.

In this paper, we introduce a novel technique for off-path
round trip time estimation, based on the use of information
side-channels in the modern Linux TCP/IP network stack, to
infer the round trip time between two arbitrary end hosts.

Our technique requires the use of no machines beyond the
measurement machine and the chosen end hosts and does not
require the use of any protocols beyond standard TCP. The
only requirements are that one end host be a Linux machine,
running a kernel of version 2.6 or higher, with an open port,
and that the second end host respond to unsolicited SYN-ACK
packets with RST packets.

When clients want to connect to a server over TCP they
first use a three-way handshake to initialize the connection.
Any connections that have yet to complete this three-way
handshake are often referred to as “half-open” connections.
Modern network stacks will only store such connections for a
limited amount of time, to avoid these entries exhausting the
allocated system resources. Once this time limit has passed
these “half-open” connections are removed from the backlog to
make space for new connection attempts. By manipulating the
number of “half-open” connections in a given SYN-backlog,
it is possible to use the behavior of the backlog to infer
useful information about connections present in the backlog,
including round trip time.

The contributions of this paper are as follows:

• First, we describe a method for using information side-
channels in the Linux TCP/IP network stack to infer the
round trip time of off-path routes.

• We design and implement a measurement technique for
using these side-channels to measure off-path round trip
times between arbitrary Internet end hosts.

• We provide a detailed analysis and evaluation of the tech-
nique’s accuracy across a range of routes and round trip
time values. We discuss possible sources of error and the
effect these have on the accuracy of our measurements.

The rest of the paper is structured as follows: In Section II
we provide a brief overview of the behavior of the SYN-
backlog in modern Linux kernels and discuss how this be-
havior leaks information that can be used to perform useful
network measurements. In Section III, we describe our tech-
nique for inferring off-path round trip time in depth. We then
describe our experimental setup in Section IV and discuss
our results in Section V. Section VI addresses some ethical
concerns. Section VII discusses related works, followed by
our conclusion, in Section VIII.
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II. BACKGROUND

Standard TCP connections are established via a “three-way
handshake” as defined in RFC793 [3]. This process consists
of three TCP packets being sent between each end point of a
connection, in order to establish all the necessary state required
for the TCP connection to be established. In the first step the
client sends a TCP SYN packet to the server. Assuming the
server is accepting connections, it responds with a TCP SYN-
ACK packet. The client finally responds with a TCP ACK
packet and can then begin sending data.

Connections which have not completed the “three-way
handshake” are stored in a data structure called the SYN-
backlog. Connections stored in the backlog are considered
to be “half-open” connections. The SYN-backlog plays an
important role in ensuring the establishment of TCP connec-
tions. Until the “three-way handshake” is complete the TCP
connection has not been fully initiated and data can not be sent
between hosts. To ensure that “half-open” connections can be
completed various information about the connection must be
stored, so that the “three-way handshake” can be successfully
completed. This information is stored in the SYN-backlog. The
backlog also provides a protection mechanism against packet
loss, during a TCP connection setup. If either the SYN-ACK or
the ACK in the handshake is lost or dropped, then the presence
of a SYN packet in the backlog allows for the retransmission
of the SYN-ACK, in an attempt to allow the connection to
be completed. But if the SYN packet is allowed to remain in
the backlog indefinitely, then system resources will be tied up
storing connection information that may never be used.

In order to prevent these “half-open” connections from
taking up too many system resources, most modern network
stacks only store “half-open” connections for a limited amount
of time before they are removed from the backlog. In addition
to storing these connections, network stacks will often resend
SYN-ACK packets for which no ACK has been received. The
number of retransmissions and the length of time for which
a “half-open” connection remains in the SYN-backlog varies
across TCP implementations.

Our technique focuses on the SYN-backlog implementation
used in Linux kernels of version 2.6 and higher. The kernel
maintains a backlog, for each listening socket, whose length
is chosen when the socket starts listening for new connection
attempts. The kernel maintains a threshold for the number
of retransmission attempts that will be made for each SYN-
ACK that is not ACK’d. The threshold is set to five as a
default value. The Linux kernel distinguishes between “young”
connections, that is connections for which there have been
no SYN-ACK retransmissions, and “mature” connections, for
which at least one retransmission has been sent.

The kernel attempts to ensure that at least half of the backlog
is available for “young” connections. If the backlog is at least
half full then the kernel will attempt to remove “mature” con-
nections, based on the number of retransmission attempts that
have been sent, until the SYN-backlog’s current capacity drops
below half. When attempting to remove “mature” connections

the kernel will temporarily compute a new threshold value,
depending on the number of “young” attempts present in the
backlog. The more “young” connections that are present the
larger this temporary threshold will be.

Any “mature” connections that have sent a total number of
retransmissions greater than this threshold will be removed,
until at least half of the backlog is free for new connection
attempts. This behavior, of removing “mature” connections
that have not yet retransmitted the full five times if the backlog
is filled beyond half capacity, provides an information side-
channel that allows backlog information state to be leaked. If
a “half-open” connection does not elicit the full five retrans-
mission attempts, then we know the backlog was filled beyond
half, leaking information about the state of the backlog.

III. TECHNIQUE OVERVIEW

We designed our system based on some observations about
SYN-backlog behavior in Linux kernels and how this behavior
changes under certain conditions. The first observation is that
the ratio of “young” connections to “mature” connections
can be influenced by an off-path host. If a host sends a
large amount of SYN packets, each using different sequence
numbers and source ports, these will each be stored as separate
backlog entries. By never completing the TCP three-way
handshake (i.e: never sending an ACK in response to any
SYN-ACKs), it is possible to ensure that after a few seconds
the backlog will contain mostly “mature” entries. If enough
entries are sent then the backlog will be filled beyond the
halfway mark with “mature” entries, causing the kernel to try
and remove entries which have been retransmitted too many
times, in order to ensure there is sufficient space in the backlog
for newer “young” entries.

The second observation is that it is possible to influence the
threshold value for which connection attempts are removed
by the backlog when more than half the backlog is taken
up by “mature” connections. Since the kernel determines this
value based on the number of “young” connections, a backlog
that has mostly “mature” connections and very few “young”
connections will use a low threshold value when determining
which connections to remove from the backlog. By filling the
backlog with “half-open” connections and waiting until all
these connections have received a number of retransmissions
greater than the temporary threshold, we can ensure that some
of these connections will be removed if the backlog is then
filled past the half way point.

As previously mentioned there are a few requirements that
must be met in order for the measurements to be performed.
First, one of the end hosts, referred to as the “Server”, must be
running a modern Linux kernel and have an open TCP port.
Second, that other end host, referred to as the “Client”, must
respond to unsolicited SYN-ACK packets with a RST packet.
Round trip time measurements can then be carried out by an
off-path machine, referred to as the “Measurement Machine”.

Overall our technique consists of a binary search over a
range of possible round trip time values. Each round of the
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Fig. 1. Three stages of our scan. Stage 1 partially fills the SYN-backlog of the Server with SYN packets from the Measurement Machine. Stage 2 sends
SYNs to the Server which appear to come from the Client. These trigger SYN-ACKs which are then reset. In Stage 3 the number of retransmissions for each
SYN sent in Stage 1 is tallied and a determination is made about the chosen RTT estimate.

binary search consists of three stages, shown in Figure 1.
These stages:

• Establish the necessary conditions for use of the infor-
mation side-channel

• Attempt to cause a change in the state of the SYN-
backlog

• Infer whether or not the desired state change occurred

Depending on whether or not the desired state change
occurred, we can then determine how to adjust the upper and
lower bounds used for the next iteration in the binary search.

A. Determining scan parameters

Before the round trip time between two hosts can be mea-
sure some parameters about the Server must be determined.
These parameters are the size of the Server machine’s SYN-
backlog and the total amount of time taken for the Server
to send all five SYN-ACK retransmissions to received SYN
packets.

1) Determining Server SYN backlog size: To determine the
Server’s SYN-backlog size a technique similar to the full
scan described below can be used. The Linux kernel places a
minimum threshold on the size of the SYN-backlog of eight.
Based on this an attempt to determine the backlog size can
proceed as follows: First, set our estimated size to eight and
then send half the estimated size minus 1 unique SYN packets
to the Server. Second, wait until two retransmissions have been
seen for each SYN packet and then send two more unique
SYN packets to the Server. Next, see if any of the first round
of SYN packets do not retransmit SYN-ACKs. If all SYNs
continue to receive SYN-ACKs then the estimated backlog
size is too small, otherwise it is too big. If the estimate is too
small, double the estimate and repeat the previous steps and
if the estimate is too big carry out a binary search using the

estimate as an upper bound and half the estimate as the lower
bound.

2) Determining Server Retransmission timing: Measuring
the amount of time taken by the Server to send all five SYN-
ACK retransmissions is a simple process. The Measurement
Machine sends a SYN packet to the Server and then waits
until it sees five retransmissions of the SYN-ACK sent in
response to the initial SYN packet. In determining how long
to wait between each retransmission attempt the Linux kernel
waits twice the amount of time it waited on the previous
retransmission. As an example if the kernel waits one second
before sending a retransmission, it will wait two seconds after
sending the first before sending then second, then four, eight
and so on until five retransmission have been sent. After
five retransmissions have been sent the kernel then waits
for another interval before removing the initial SYN packet
from the SYN-backlog. Given this behavior, once the fifth
retransmission is seen the amount of time between the first
SYN-ACK’s arrival and the fifth retransmission provides the
Server retransmission timing, whose use is described below.

B. Scanning the target machine

Before starting each binary search iteration, a new round
trip time estimate (eRTT ) is chosen as the midpoint between
an upper and lower bound determined for the actual round
trip time. Each iteration will attempt to determine if the actual
round trip time is greater than, or less than the chosen estimate.
In practice we use 0.0 as a starting lower bound and the
time interval between the first SYN-ACK retransmission as
the upper bound. For most Linux systems this time interval
is one second. However, to measure longer round trip times a
larger upper bound should be chosen.

In the first stage of our technique, the Measurement Ma-
chine sends n

2 − 7 SYN packets to the Server to partially fill



the SYN-backlog, where n is the size of the SYN-backlog
for the open socket on the Server. This amount of SYN
packets was chosen to ensure that we do not fill the backlog
beyond halfway and to provide a small amount of padding
space to allow other connection attempts that are not a part
of the measurement to be completed without impacting our
measurements. The Measurement Machine is programmed not
to respond to any SYN-ACKs sent in response to these SYNs,
which causes each of these SYNs to be treated as “half-open”
connections by the Server. Each SYN uses a different sequence
number and source port to ensure they are each treated as new,
unique connection attempts. The Measurement Machine then
waits until it has received 2 retransmission attempts from each
SYN packet, before moving on to Stage 2.

Next, in the second stage, the Measurement Machine sends
6

eRTT SYN packets per second to the Server for ten seconds.
eRTT is measured in seconds. Each of these packets uses a
spoofed source IP address to appear as if sent from the Client.
All spoofed packets also use different sequence numbers
and ports so that they are all treated as separate connection
attempts. Each of the SYNs will cause the Server to send
a SYN-ACK to the Client. Once the Client receives these
SYN-ACKs it will determine that it sent no accompanying
SYN packet and respond with a RST packet. Once these RST
packets arrive at the Server they will cause the corresponding
SYN packets to be removed from the backlog. After the
Measurement Machine has finished sending at the determined
rate for ten seconds the process moves on to Stage 3.

In the third stage, the Measurement Machine simply waits
and records the number of SYN-ACK retransmissions it re-
ceived for each of the SYN packets that were sent in Stage 1.
Modern Linux kernels will typically make five retransmission
attempts for each “half-open” connection before removing a
SYN packet from the backlog. Typically these attempts will
occur at 1, 2, 4, 8, and 16 second intervals after the previous
SYN-ACK was sent, with the packet being removed from
the backlog 32 seconds after the fifth SYN-ACK is sent.
That is after the first SYN-ACK is sent the Server waits
one second and if no ACK has been received the SYN-
ACK is retransmitted. If after 2 seconds no ACK has been
received another SYN-ACK is retransmitted and so on, until
5 retransmissions have been sent. We have also seen these
5 retransmission attempts being sent at 3, 6, 12, 24, and 48
second intervals after the previous SYN-ACK, with the kernel
waiting 96 seconds after the fifth and final retransmission
before the SYN is removed from the backlog. The exact timing
of a given machine can be determined before any measurement
attempt by sending a single SYN and determining the interval
between subsequent retransmission attempts.

After the third stage, it is possible to determine if the chosen
round trip time estimate is greater or less than the actual round
trip time between the two end hosts. If the chosen estimate is
less than the actual round trip time then the sent packets will
begin to accumulate in the backlog, as new packets will arrive
before previous packets are removed due to the Client sending
RST. This will cause the backlog’s size to exceed half of its

maximum. This causes the kernel to remove “mature” entries
until the backlog size is below half the maximum. Any entries
that are removed will stop retransmitting SYN-ACKs. If the
estimated round trip time is greater than the actual round trip
time, each packet will be reset before the next arrives and the
backlog will never contain enough packets to cause the kernel
to try and remove any “mature” connection attempts.

We then check to see if any of the initial SYNs sent by the
Measurement Machine in Stage 1 did not elicit five retrans-
missions. If any did not then we can infer that some SYNs
were removed by the Server’s kernel and our estimated round
trip time is less than the actual round trip time. Otherwise,
we can infer that our estimate is greater then the actual round
trip time. Using this information we can continue our binary
search, adjusting our round trip time estimate accordingly.
Our technique then continues iterating over possible ranges
of round trip times until the scan has provided an accurate
bounds on the round trip time.

C. An example iteration

Consider an off-path measurement being performed between
a Server, S, and a Client, C, by a Measurement Machine,
M . Assume that the open socket on S has a backlog size
of 256. The route between S and C has an actual round trip
time of 60ms and previous iterations of the binary search have
determined that the next estimate should be in between 100ms
and 50ms. First, a new estimate is determined to be 75ms, the
midpoint between 100 and 50. In Stage 1 M sends 256

2 − 7 =
121 SYN packets to S and does not respond to any SYN-ACKs
sent in response. After receiving two retransmission attempts
per SYN packet Stage 2 begins.

M then sends 6/0.075 = 80 SYN packets per second
for 10 seconds to S with the spoofed source IP address of
C. S will respond to each SYN by sending SYN-ACKs to
C. Since C did not send any SYN packets it responds to
these SYN-ACKs with RST packets. Once these RSTs arrive
at S the corresponding SYN packets are removed from the
SYN-backlog. Based on our previous choice of packet rate, S
receives 6 SYN packets for every estimated round trip time
between itself and C. However, because the chosen estimate,
75ms, is greater than the actual round trip time of 60ms each
SYN in this group of 6 will have already been removed before
the next group of 6 arrive. Because of this the SYN-backlog
will never fill beyond 127, which is less than the halfway value
required to remove “mature” connections from the backlog.

Finally, in Stage 3, M will receive 5 retransmissions for
each SYN that was sent in Stage 1 since the removal behavior
was never triggered. M will then conclude that the chosen
estimate 75ms is too large and determine the bounds for the
next binary search iteration to be an upper bound of 75ms and
a lower bound of 50ms.

IV. EXPERIMENTAL SETUP

To test the effectiveness of our technique we compared our
technique with actual round trip time measurements between
end hosts on the Internet. We used a set of 15 PlanetLab nodes:



3 from each in North America, South America, Europe, Asia,
and Australia/New Zealand, as the Server end host. This group
was chosen to provide a distributed set of Server hosts, on
most continents. Each PlanetLab node runs a simple server
program which creates an open port, for use by our scan, with
a backlog size of 256. Each PlanetLab node was running a
Linux kernel of either version 2.6.X or 2.7.X, which meets
our requirements for the Server end host.

These PlanetLab nodes do not provide any additional as-
sistance to our Measurement Machine during any part of our
experiment. These nodes only provide an open port, provide
access to ground-truth round trip time measurements to com-
pare our estimates to, and perform occasional traceroutes to
provide information about any potential routing changes that
may influence our results. As a result all our round trip time
measurements are performed off-path, from the Measurement
Machine’s point of view. Actual round trip time values for
each measurement are gathered from direct packet captures
of the off-path scan being performed. In other words, the
exact same SYN-ACK packets and RST responses between
the server and client are being used for both direct and
indirect measurements, so that any error in our indirect
measurements can be attributed to our technique and not
other factors. This provides us with the actual round trip that
each off-path scan was measuring. Another important aspect
of our measurements to note is that when we say we are
measuring the round-trip time, what we mean is the average
round trip time over the entire time of the experiment. So our
ground truth is based on this average.

The Measurement Machine was a machine running Ubuntu
Linux 12.04LTS with kernel 3.5.0, located in our lab, with a
direct connection to the local Internet backbone to avoid any
local filtering or firewalls.

Client end hosts were chosen by IP address at random
from the entire publicly routable IPv4 address space. For each
randomly chosen Client IP address, the Measurement Machine
checked to see if the host met our requirements for a Client
end host, that is that the host responded to unsolicited SYN-
ACKs with a RST packet. During our experiments we noted
that some machines respond with packets that had only the
RST flag set while others responded with both the RST and
ACK flags set. Both of these packets resulted in the desired
Server SYN-backlog behavior and were treated as meeting the
Client machine requirements.

Once a Client IP address was found that met our re-
quirements, an available PlanetLab node from our set of 15
was chosen at random to act as the Server end host for
our technique. The Measurement machine then carried out
our round trip time measurement technique, using the two
chosen end hosts. During the scan, the chosen PlanetLab node
captured all traffic being sent to the open port it had created
and ran periodic TCP traceroutes, to record any route changes
that occurred during the course of the scan. The Measurement
Machine also captured all traffic between itself and the Server.
Each measurement scan took between 5 and 10 minutes to
complete. During our measurements the Measurement Ma-

Dataset Within 10% Within 20%
Overall 60.7% (68.87%) 81.33% (90.84%)
RTT > 25ms 63.6% (72.1%) 83.7% (92.7%)
RTT < 25ms 18.0% (16.0%) 46.1% (60.0%)
RTT > 100ms 67.1% (75.9%) 87.2% (96.0%)
RTT < 100ms 35.5% (39.3%) 58.06% (69.05%)
25ms< RTT < 100ms 43.5% (49.3%) 63.5% (72.9%)

TABLE I
PERCENT OF MEASUREMENTS WITHIN GIVEN PERCENT OF ACTUAL

ROUND TRIP TIME. VALUES FOR MEASUREMENTS WITH NO PACKET LOSS
ARE IN PARENTHESES.

chine made no contact with any Client machines, beyond
checking to ensure that they met our requirements.

V. RESULTS

To evaluate the accuracy of our technique we collected data
over a two week period, from 14 July 2014 through 28 July
2014. During this time span we collected 616 round trip time
estimates. Each scan measured both the actual round trip time
and the round trip time determined by our off-path technique,
as measured by the Measurement Machine. Figure 2 shows a
CDF plot of the ratio between the actual round trip time, R,
and the off-path estimate, E, E/R.

If our measurements were perfect then the ratio E/R would
be 1.0 for each measurement estimate. Any ratio that is less
than 1.0 indicates an underestimated round trip time, a ratio
greater than 1.0 indicates an overestimated round trip time.
Overall, we found that approximately 60% of the round trip
times measured in our dataset resulted in ratios of 1.0 or lower,
providing a lower bound on the round trip time in these cases.
Over 60% of scans in our dataset were within 10% of the
actual round trip time measured, with over 80% of our off-
path measurements falling within 20% of their actual round
trip times. Table I summarizes our results.

A. Effect of packet loss

One prominent source of error that affects the accuracy of
our technique is packet loss between the Server and Client. In
cases where there is noticeable packet loss, greater than 5%,
between the Server and the Client our measurements often
differ from the actual round trip time by 25% or more. These
large error values are the result of packet loss which can affect
the accuracy of our off-path measurements.

Consider the case where a SYN-ACK sent from the Server
to the Client as a result of a spoofed SYN is lost. In this
case the Client will never send a RST packet and the spoofed
SYN will remain the Server’s SYN-backlog longer than was
expected. If enough SYN-ACKs are lost in transit the SYN-
backlog will fill beyond halfway, causing the kernel to evict
some “half-open” connections. Our technique measures this
eviction as an indication that the current round trip time
estimate is too high resulting in an incorrect measurement.
A similar situation occurs if the RST sent by the Client in
response to a SYN-ACK sent by the Server is lost.

Figure 3 compares our overall estimates with those that had
no packet loss. For measurements with a packet loss rate of
5% or less, a lower bound is provided for 64% of paths. Over
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Fig. 3. Effect of packet loss on measurement accuracy

65% of measurements are within 10% of the actual round
trip time, while over 85% are within 20%. When considering
only those measurements with no packet loss a lower bound is
found in over 65% of measurements. Over 68% of estimates
are within 10% of the actual round trip time and over 90% are
within 20%. Compare this to King [1], a similar system that
uses recursive DNS queries between DNS servers close to the
chosen end hosts, and measures round trip times to within 10%
error for roughly two-thirds of chosen routes and upwards of
three-quarters of routes within 20% error.

B. Accuracy when actual round trip time is small

To further explore the accuracy of our measurements, we
consider situations in which specific network characteristics
are present. In cases where the round trip time we attempt to
measure is small we found that our technique performed quite
poorly. We consider actual round trip times of 25ms or less as
small. When we consider routes with actual round trip times
less than 25ms our estimate represents a lower bound in 43.6%
of cases. Only 18% are within 10% of the actual round trip
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Fig. 4. Accuracy of round trip time estimates with actual RTT less than 25ms

time and 46.1% are within 20%. As we previously discussed,
high packet loss rates can have a significant impact on the
accuracy of our measurements. When considering small round
trip time routes with no packet loss, a lower bound is found
in 52% of measurements, with 16% and 60% falling within
10 and 20 percent of the actual round trip time as shown in
Figure 4.

We next considered our accuracy when excluding low round
trip time routes. For all routes with round trip times greater
than 25ms a lower bound is found for 60.83% of routes, with
63.6% being measured within 10% of the actual round trip
time, and 83.7% measured within 20%. Figure 5 shows these
results. Excluding routes that experienced packet loss, 70.6%
of measurement provided a lower bound, 72.1% were within
10% of the actual round trip time, and 92.7% were within
20%.

One possible explanation for this drop in accuracy is that,
as the round trip time we are measuring gets smaller, the
impact that small variations in the round trip time have on
our measurements is magnified. When dealing with round trip
times below 25ms, a difference of a few ms can affect the
rate with which our technique fills the SYN-backlog. If the
backlog fills faster than expected as a result of these variances
this could cause packets to be removed when they should not
be. This unexpected change in SYN-backlog behavior would
cause incorrect binary search decisions, which results in the
inaccuracy of our measurements for small round trip times.

C. Accuracy on routes with large round trip times

Next, we consider the accuracy of our measurements on
routes that have a large round trip time. We define a large
round trip time to be greater than 100ms. For such routes
63.2% are lower bounded, 67.1% are within 10% of the actual
round trip time, and 87.2% are within 20% of the actual
round trip time. On routes that experience no packet loss,
our measurements determine a lower bound for 73.6% of
measurements and estimate the round trip time within 10% for
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Fig. 6. Accuracy of round trip time estimates with actual RTT less than
100ms

75.9% of routes and within 20% on 96% of routes. Figure 6
compares measurements of routes with round trip time less
than 100ms, with and without packet loss, and Figure 7
compares routes with round trip times greater than 100ms.
Figures 8 and 9 compare our overall results across various
round trip times, with and without packet loss.

D. Effect of large RTT variations

Another source of error is the impact that variations in the
round trip time between the chosen hosts have on the accuracy
of our measurements. Consider a route between two hosts,
where the round trip time varies between a high of 400ms and
a low of 200ms. In one iteration of the binary search the round
trip time is measured as 200ms and we adjust our bounds
accordingly. However, during the next iteration the round trip
time jumps to 400ms. This new value is then measured and
the bounds are adjusted. If the round trip time then drops near
200ms for the next iteration we will have incorrectly adjusted
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Fig. 7. Accuracy of round trip time estimates with actual RTT greater than
100ms

our bounds closer to 400ms, when they should be closer to
200ms. In some cases, depending on the chosen bounds, such
an error could result in the actual round trip time no longer
being within these new bounds, making accurate measurement
impossible. For one particular pair of end hosts in our dataset,
we noticed round trip time values as high as 2 seconds and as
small as 87ms, during a single measurement period.

E. Effect of route changes

The final source of error we noted was changes to the route
between the chosen end hosts. While minor changes to the
route often had little impact on our final measurement, in a
few cases new routes resulted in different overall round trip
times. If these differences in round trip time are large enough
then some packets may arrive sooner or later than anticipated.
If packets arrive too soon the SYN-backlog will not fill up
and evict “mature” SYNs in cases where it should. However,
if packets arrive too late then the backlog will fill in cases
where it should not and cause packets to be evicted. Both
cases can result in inaccurate measurements.

VI. ETHICAL CONCERNS

When performing network measurement scans there are
potential ethical issues that each scan must address and our
scan is no exception. Every packet sent by a scan consumes
resources for each scanned machine. These resources include
network bandwidth, CPU cycles dealing with incoming pack-
ets, and time spent by system administrators determining if
packets are a threat to the network. For our scan there are a
few possible ethical issues that we feel should be discussed
and addressed.

The first is the use of the SYN-backlog as a side channel. As
part of our measurements we need to fill the SYN-backlog of
the Server machine at least half full with SYN packets that will
never be responded to. This creates a drain of resources on the
Server by causing the creation of half-open TCP connections
for the duration of the scan. If our scan were to fill the
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Fig. 8. Comparison between overall dataset, lower RTT only, and high RTT
only
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Fig. 9. Comparison between overall dataset, lower RTT only, and high RTT
only with no Packet Loss

backlog completely this might cause a denial-of-service if
preventative measures are not taken by the Server. However,
our scan should never fill the backlog beyond half full for
more than one-fifth of a second, due to the behavior of the
Linux kernel. When the backlog is half full the kernel will
remove “mature” packets, including those that we sent to fill
the backlog initially five times every second. Because of this
behavior, which we exploit to perform our scan, our scan will
never cause a denial-of-service due to filling the SYN-backlog
with unfinished connection attempts.

Another potential issue is that the act of partially filling the
SYN-backlog over a short period of time will be incorrectly
identified as the start of an attempted denial-of-service attack
by a system administrator, firewall, or intrusion detection
system. While we cannot guarantee that this will never happen
as an initial reaction to our scan we feel that further inspection
of our network traffic will reveal that the transmission and
creation of half-open TCP connections lasts a short time,

typically only a few seconds, and is not continuous or large
enough to cause sufficient resource allocation to result in a
denial-of-service, as discussed above.

The third issue to be addressed is the amount of network
traffic generated by our scan. When attempting to measure
paths with small round trip time values, usually below 20ms,
our scan can send upwards of 800 packets per second when
attempting to trigger the SYN-backlog behavior we use to
gather our data. Each of these packets is an unsolicited SYN-
ACK packet which will be immediately reset by the Client on
arrival resulting in very little system resources being used to
process the packet since it is immediately reset without any
further processing. Each packet is 60 bytes in size and at a
rate of 800 packets per second would result in 48 kilobytes
per second of network traffic, a level that we feel modern
systems and networks are more than capable of handling
without noticeably affecting the quality of communication.

VII. RELATED WORKS

Previous work to measure off-path round trip times has
often involved access to multiple vantage points to act as
one end host. IDMaps [4] takes this approach. iPlane [5] uses
multiple vantage points to measure round trip times, along with
packet loss and other useful network performance metrics. De
A. Rocha et al. [6] present a technique for estimating delay
and variance using forged return IP addresses. King [1] and
Queen [7] estimate off-path round trip time and off-path packet
loss rate by using recursive DNS queries to DNS servers
topologically near each end point. Due to this King, like our
technique, does not require the use of multiple vantage points
or direct access to either end host. In contrast our technique
does not require the use of additional machines, such as King’s
DNS servers, or protocols beyond TCP.

Another approach for estimating round trip times is to
attempt to provide a coordinate system in which end hosts
can be placed. Once a host has been given a set of coor-
dinates round trip time estimates can be made based on the
distance between two end hosts, based on their coordinates.
Vivaldi [8] and GNP [9] use such coordinate systems. Hariri et
al. [10] develop a distributed latency estimation system using
a coordinate based approach while Zheng et al. [11] explore
how routing policies on the Internet can affect the accuracy of
such coordinate systems.

Network Tomography [12], [13], [14] is a method for
inferring large-scale characteristics about the internal structure
of a network using probes sent from edge hosts, on the outer
edge of the network. Previous work by Tsang et al. [15] has
shown that tomography can be used to measure network delay.

Information side-channels have seen use in other network
measurement or scanning applications. Chen et al. [16] show
how inferences made using the IPID field can be used to deter-
mine the amount of internal traffic generated by a server, the
number of servers used for load-balancing, and one-way delays
in remote networks. Ensafi et al. show how side-channels can
be used to detect intentional packet drops [17] and present
additional side-channels for off-path port scanning [18]. Qian



et al. [19] discuss methods for inferring off-path TCP sequence
number using side-channels present in firewall middleboxes.

Our technique makes use of spoofed, also referred to as
forged, source IP addresses. Reverse traceroute [20] utilizes
spoofed source IP addresses to perform a reverse traceroute.
That is, instead of the path to an end host, the return path
from an end host is traced. PoiRoot [21] uses spoofed IP
addresses to investigate Interdomain Path changes, while Flach
et al. [22] use spoofed IP addresses to locate Destination-
Based Forwarding rule violations.

VIII. CONCLUSION

We have presented a novel technique for inferring the
round trip time between two Internet end hosts, who meet
a few simple behavioral requirements, using side-channels in
the TCP/IP stack of modern Linux kernels. Specifically our
technique uses a side-channel present in the kernel’s SYN-
backlog to infer off-path round trip times using a simple binary
search. Compared to similar techniques, our system does not
require the use of any additional machines, beyond the end
hosts and the scanning machine, nor the use of any protocols
beyond standard TCP/IP. We only require that one end host
have an open port and be running a Linux kernel of version
2.6 or higher and that the other end host respond to unsolicited
SYN-ACKs with RST packets.

We have provided an evaluation of our technique “in the
wild” and compared our estimates with actual round trip time
measurements. We evaluated our technique across a range of
round trip times and routes and discussed its strengths and
weaknesses for specific route characteristics. We have shown
that our technique is accurate and discussed possible causes
of error that impact our measurement accuracy.
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